\») WIKIMEDIA

HACKATHON

Responsible use of
infrastructure

Birgit Mueller

Read: How crawlers impact the operations of the Wikimedia
projects



https://diff.wikimedia.org/2025/04/01/how-crawlers-impact-the-operations-of-the-wikimedia-projects/
https://diff.wikimedia.org/2025/04/01/how-crawlers-impact-the-operations-of-the-wikimedia-projects/

Have you had to
deal with
crawlers in any
project you are _
participating in? 4
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A metric that defines
urgency

External trend: With the rise of Al, 20 Hultimedia bandwidth demand
companies scrape the web for
human-created content more than
ever. This content is key to train
LLMs that power products such as
chat-based search.
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Wikimedia: Since January 2024, we
saw a 50% increase in bandwidth
usage; largely caused by bots.
Crawlers target not only the WM
projects, but any URL within our ol | - -
@frastructure (e.g.: beta cluster). 2 i 2 3020 2043

Traffic level (histencal average=1.0)




Framing the challenge

Our content is free, our
infrastructure is not

Our mission relies on the
people to find us and join as
readers, contributors and
donors

In the world of bot traffic, it is
very hard to distinguish one
user from another: Anyone
can pretend to be “AppleBot.”
Blocking actions can impact
legit users and abusers alike
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Content delivery network:
Optimized for humans

e 2 primary data centers, 5
caching centers

e Location-based DC-routing Fycalad®
e About 25B page views monthly et p (O

s,

e Can sustain sudden, huge traffic
spikes

e Requests by humans frequently
terminate in the cache

e Requests by bots are more likely
to get passed on to the main
Data Center -> crawlers visit any
URL; including less popular

@ pages
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When someone famous _

dies

e Sudden traffic spike

e Everyone links to Wikipedia to
read about them

e Atthe same time, editors
frequently update the page

Heavy read traffic focuses on an
article that is constantly been
invalidated from caches
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Bot traffic is expensive
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Bot traffic is expensive

e Constant disruption and high
workload for teams who take
care of infrastructure

e Takes resources away from
supporting the Wikimedia
projects

e “It’s like playing whac a mole”
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Attribution is key

Our mission relies on the
people to find us and join as
readers, contributors and
donors

License conform reuse is key
to enable that - no matter
whether the access method is
scraping, dumps, APIs, or
other mechanisms

Web scraping, web harvesting, or web data extraction is data
scraping used for extracting data from websites. Web
scraping software may directly access the World Wide Web
using the Hypertext Transfer Protocol or a web browser.
. Wikipedia
https://en.wikipedia.org > wiki » Web_scraping

Web scraping - Wikipedia

Web scraping

Yazilim tirt $

Web kazima, web sitelerinden bilgi ¢ikartmanin bilgisayar
programi teknigidir. Cogunlukla, bu tur yazilim programlari
dusuk seviye Kopru Metni Aktarim Protokoll veya Mozilla

Firefox gibi tam tesekkllli géomulu web tarayicisi
tarafindan World Wide Web'in insan arastirmalari simile
edilir.

Source: Vikipedi




Attribution is key

e Previously: Attribution was
difficult to do in the case of
LLMs. Models could only factor
in data that was in its training
set. Including additional
information meant retraining
the model.

e Today: Adding live data has
become possible via RAG
(Retrieval augmented
generation) or other Al agents.
For any response generated by
those tools, the context utilized

@ in the response is now known.

Estimated training cost of select Al models, 2017-23
Source: : Epoch, 2023 | Chart: 2024 Al Index report

200M

150M

100M

ning cost (in U.S. dollars)

50M

Trai

o

930

3,288

160,018

4,324,883 6,405,653 1,319,586

12,389,056

o
=)

BERT-La

arge

RoBERTa L.

GPT-3 175B (davinci

<
=}
=

©
i

N
g Megatron-Turing NLG 530B

PaLM (540B)

191,400,000

78,352,034

3,931,897

GPT-4
Llama 2 70B

Gemini Ultra



https://en.wikipedia.org/wiki/Retrieval-augmented_generation
https://en.wikipedia.org/wiki/Retrieval-augmented_generation

HHHHHHHH

We need a sustainable
“Knowledge as a Service” model



What that means is. ...

Reinvest in the MediaWiki API
ecosystem to meet current and
future users needs

Enable a base level of
governance across API and
scraping traffic, including
providing tiered levels of access
and the ability to enforce limits
systemically

Cohesive approach to
attribution, incentivising
companies to help bring users
back

Directing users to Enterprise’s
services where appropriate




Why don’t you just provide
a Commons dump?

e It would not solve the
problem. Scraping is a
web-wide trend & companies
want to use one tool set -
carrots without sticks won’t
work
Significant technical, and
potentially legal challenges
Community can continue to
scrape (trusted bots program) L
There are likely better ways to - |
provide sustainable access to v e f

Commons CCBYSA4.§) - ,

24

< o

R
W



https://commons.wikimedia.org/wiki/File:Apples,_Vancouver_(42138188714).jpg
https://commons.wikimedia.org/wiki/File:Carrots_-_Daucus_carota_subsp._sativus.jpg



https://commons.wikimedia.org/wiki/File:Carrots_-_Daucus_carota_subsp._sativus.jpg
https://commons.wikimedia.org/wiki/File:Pretzel_sticks_(768591540).jpg

\») WIKIMEDIA

HACKATHON

If we know our users (5.1) we can build an API
offering that meets their needs (5.2) while also
providing guidance on how to reuse content
(5.3) and preventing abuse (5.4).



What happened so far
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Technical
Data Insights Action Plan Blog post Robot policy Outreach investigations
We gathered insights We made a plan from We shared publicly about We updated the We are talking with We kicked off
across scraping, dumps immediate response to the impact of crawlers on technical robot policy to developers about their explorations to determine
downloads and API multi-generational our infrastructure, which clarify expectations and data access/API| needs approach to developer
usage. strategy. had been picked up in applied limits. and ideas. authentication for API
many media stories. traffic and trusted
scraping.
. Immediate response, including technical, policy and communication work
° Research and technical investigation to inform systemic approach and

implementation of FY 25/26 goals (WE5)
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Action plan (WED5)

Reinvesting in the MediaWiki API
ecosystem (see session tomorrow!)
Improve bot detection & filtering
at the edge (edge uniques help
with this)

Increase % of traffic that can be
associated w/known account or
application -> trusted bots
program and other mechanisms to
enable our community

Apply limits as per policies
Attribution: Guidelines, integrate
w/applications where possible

CCBYSA 2.0
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Many open questions!

e A few minutes left for questions

e Discussion/workshop after the
break, focused on 5.1 and 5.4

e Session on APIs Sunday morning
(5.21)

Thanks all for listening!

Q)

[Draft] Proposed authz groups

GROUP

Private

Internal

Enterprise

Trusted bot

SUL

WMCS

Unidentified

DESCRIPTION
Requests that come from services within our network.

Requests with an edge unique cookie and user agent (i.e. MediaWiki
in-browser requests, Gadgets).

Requests that include a valid Wikimedia Enterprise OAuth access token.

Requests that we can identify as coming from a registered user agent and
IP range.

Requests that include a valid MediaWiki OAuth access token or a user agent
and valid authentication cookie (i.e. Action API token).

Requests that come from WMCS and include a user agent, but not a
MediaWiki credential.

All other requests, including requests from WMCS without a user agent.

RATE LIMIT
Very high

Low

High

High

Medium

Medium

Low
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